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1.0 INTRODUCTION

Due to variability and complexity in
domains, research in autonomous
intelligent agency using robots has
lacked (a) duplicability, and (b)
measurement metrics. Additionally,
evaluation of learning in robotics has
been rather subjective. The human
observer has the tendency to
qualitatively (a) judge difficulty of
the robotic task with respect to its own
abilities and (b) compare how well the
robot performs the task against a human
subject. However, a fair judge will
compare the robot’s performance
objectively. We propose four broad
categories of measuring: (1) observable
improved interaction-- having a learning
curve, (2) new knowledge or skill,
(3) new mental attitude about previous
episodes, (4) novel, unprogrammed code.

You program a robot to go straight and as
an external observer measure straightness
by deviations from a straight line. The
robot improves its behavior in going
straight and we can say it learned. This
way, we treated the agent as a black-box
and used an external measure. The agent's
performance can be measured by learning
curves which measure improvement over
time.

An agent's behavior may be invariant
while its ``circuitry'' changes. E.g., a
robot may traverse a maze the same way
over successive episodes. So thereis no
external changes. However, internally it
may have built a topological map, a
lighting map, or a timing map, or it may
process its instructions
with less computational power. This
category of measuring requires an
inspection of contents of an agent's
internal representations. Knowledge and
skill concepts are behaviors, needs,
actions, percepts.

An agent may not have a new knowledge nor
a new skill. However, the agent may learn
to treat its knowledge differently. E.g.,
a robot that happened to habitually
return to base whenever it was 90%
discharged may now have a policy to do
so. Phenomena in this category can be
measured by looking at the contents of an
agent's internal representations. Mental
attitudes are concepts like plans, goals,
beliefs, desires, policies, habits.

A agent exhibiting a nontrivial, novel
knowhow is truly intelligent. E.g., A
robot with general grasping abilities
which balances a pole on its fingers
without being told how exhibits a novel
knowhow. How do you measure novel
knowhow?  By examining its code and
judging the novelty of the task .This is
truly subjective.

We propose to take steps to standardize
learning. Although, we don't have a
theory for measuring or comparison, we
can think of a handful of steps. First,
we will examine the improved interactions
that are observable. For tasks that the
agent is competent and the task is a
routine such as wall following, measuring
speed of execution (while the robot is in
motion) and speed of deliberation (while
the robot stops to think) can help in
developing a measure of Automaticity.

For tasks that the agent has a choice but
chooses one way over another, we can
measure the frequency of choosing one way
as opposed to another as a measure of
habituation. For simple tasks that the
agent is competent but the number of
steps from start to finish changes, we
can measure the number of steps and the
lower number of steps is the more skill
refinement.

Next, we examine the new knowledge and
skills. We need to agree on a minimal
representation that encodes knowledge and



skills. This is not an easy task. For now
we assume (a) some skills can be
represented as pairs of independent State
and Action rules, (b) the agent starts
with a finite number of skill rules, (c)
the agent has a precondition, effect, and
plans propositions. Whenever, the agent
generates more skill rules and uses them
instead of knowledge propositions, it
exhibits Automaticity.

In the remainder of this paper, we report
on a robotic system with observable
improved interaction, i.e., we have a
learning curve.

2.0 PENNY: A ROBOT MANIPULATOR USING A
PEN

We have configured a robot manipulator to
use a pen in simple tasks such as making
simple marks on paper, as a tool to push
buttons and levers, and as a gesturing
device. Penny has four revolute joints.
Instead of developing robotic systems
that are designed to perform a certain
task, our agents can communicate and have
functionalities that resemble
human/animal level interaction with the
world. These agents don't require the
environment to be engineered for them.
They are highly adaptive both at the
servo level and at the task level. Our
agents can function and learn to cope to
changes in the their body as well as
their environment. With Penny we have
implemented a classifier genetic
algorithm to train the robot selection of
joint angles in order to move the pen to
a location in its workspace.

We have developed a high fidelity
simulator in order to test the learning
algorithms without wearing out Penny
hardware.  Penny, shown in Figure 1, is
equipped with propioceptory mechanisms
for sensing location of its own joints.
Penny has a color camera mounted from the
ceiling to look down upon its workspace.
This camera is used to capture images of
the pen and other objects in the
workspace. By processing the images,
location  and orientation of the pen is
sensed.

Figure 1 [Picture of Penny]

Figure 1 Picture of Penny

3.1 Penny Architecture

Penny is built using an agent
architecture for intelligent autonomous
agents, called GLAIR (Grounded Layered
Architecture with Integrated Reasoning)
(Hexmoor 1995 and Hexmoor and Kortenkamp
1995).  GLAIR is composed of three
levels: the Knowledge Level (KL), the
Perceptuo-Motor Level (PML), and the
Sensori-Actuator Level (SAL). Figure 2
schematically presents our architecture.

reflexes

Routine actions and skill acquisition

NL parsing and reasoning

Vision,
propioception

Motors1-4

Figure 2  Penny Architecture based on
GLAIR

A GLAIR agent interacts with the outside
world in one of three ways, involving
either the KL, PML, or SAL.  SAL is the
locus of reflexes. PML is the locus of
automatic or reactive interactions. KL is
the locus of control interactions,
communication, and reasoning. Automatic
interactions refer to automatic processes
( Shiffrin 1977). In this paper we will
not discuss KL and SAL layers. We will
focus on methods for skill acquisition.



Specifically, we have developed a
learning classifier system for Penny.

A traditional classifier (e.g., Goldberg
1989) scheme is used for interacting with
the world. Classifiers systems work on
rule sets (i.e., stimulus/response rules
or condition/action in robotics) in the
PML. We developed this system in three
levels: performance, credit assignment,
and rule discovery. For the performance
level, we designed a set of robot
commands for Penny's actuators and a set
of situations using its sensors in the
form of classifier rules. As shown in the
algorithm below, consider each time a
classifier is selected for execution is a
cycle. Cycles continue until the pen tip
reaches the button and dwells on the
button for a specified number of cycles.
Each time, the pen reached the target
area is considered to be a run. In a
given run, we perform the genetic
operations of selection, cross-over, and
mutation at certain frequencies that are
less than every cycle. After performing a
genetic operation, the initial population
is altered to determine a new population
of classifiers and this is known as
creating a new generation. We tweaked
frequencies of genetic operations to
achieve an optimal learning rate.

As shown below, each classifier is a
state/action pair. The state component is
made up of bit strings: (a) one bit to
represent contact with the surface (b)
three bits to represent visually
determined position of the button with

respect to the tip of the pen, therefore
at any given time, the button is in one
of 8 visual regions, (c) two bits to
represent a rough measure of distance
between tip of the pen and the button,
and (d) 8 bits to represent current
position in the range of each joint, two
bits are used to represent 4 regions for
each joint. . The bits are 0, 1, or 2. 2
is the “don’t care” symbol and stands
randomly for 0 or 1. The bit string will
have a binary value. The action component
specifies a clockwise or a
counterclockwise incremental movement for
each of the four Penny motors.

x

Contact  vision   distance  joint-position          motor1 motor2  motor3 motor4

:: xxxxxxx xxxxxxxxxx

                      state                                    action

We used the simple bucket brigade for
credit assignment. A classifier is
rewarded for making progress toward the
button and lightly punished if it  causes
a move away from the button. Successful
classifiers are taxed a fixed amount to
allow other classifiers to be selected
for execution.

4.0 AN EXPERIMENT

In an experiment, Penny was instructed to
move the pen to a specified location.
However, Penny classifiers are
constructed in terms of incremental joint
movements and Penny did not know the
association between joint movement and
pen location. Penny was given 8192
classifiers. This meant Penny tried
actions randomly and using genetic
algorithms learned to associate joint
movement with pen location. I.e., it
learned the effect of solving inverse
kinematics. Selection and cross were set
once every 100 cycles and mutation once
every 500 cycles . Figures 3 shows a
typical learning curve. Penny learned in
10 runs and roughly 102 generations to
approach the buttons at about 95% optimal
rate. Optimal rate is the least number of
joint movements it takes to reach the
button.

While (not done)
{
 Run:
 While (not in target area)
 {
  cycle:
  Performance
  1. Sense the environment
  2. Collect all matching classifiers
     in a message list
  3. Select the most fit classifier in
     the message list for execution
  Credit assignment
  4. Determine rewards and update fitness
  Rule discovery
  5. GA
     After x cycles perform Selection
     and Cross-over
     After y cycles perform and Mutation
 }
}



5.0 DISCUSSION

We have shown a robotic system that
learns to associate revolute joint
movement to moving an end- effector. Since
our robot did not know how to perform
this task at all it learned a task. We
were also able to produce a learning
curve. The learning curve showed the rate
of acquiring this skill. However, it is
hard to judge the value of this skill for
Penny. This skill is not unlike a child
learning to reach for an object. However,
a child has far more degrees of freedom
in its limbic movements and far more
sensory diversity. Penny has only four
motors and four corresponding degrees of
freedom and a coarse sensory capability.

We strive to endow Penny with more
cognitive forms of learning. The
measurements and valuation of what is
learned will be very difficult.

Figure 3  Learning Curve
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